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Preface
We are pleased to present the first workshop on Learning from Non-IID
Data: Theory Algorithms and Practice. This workshop addresses the problem of learning when the assumption of independently and identically distributed (IID) data is not satisfied, while IIDness is the most common assumption in statistical machine learning. If IIDness helps study the properties of learning procedures (e.g. generalization bounds), and also guides
the building of new algorithms, there are many real world situations where
it does not hold. This is particularly the case for many challenging tasks of
machine learning that have recently received much attention such as (but
not limited to): ranking, active learning, hypothesis testing, learning with
graphical models, prediction on graphs, mining (social) networks, multimedia or language processing.
The goal of this workshop is to bring together research works aiming at
identifying problems where either the assumption of identical distribution or
independency, or both, is violated, and where it is anticipated that carefully
taking into account the non-IIDness is of primary importance.
Examples of such problems are:
• bipartite ranking or, more generally, pairwise classification, where pairing up IID variables entails non-IIDness: if the data may still be identically distributed, they are no longer independent;
• active learning, where labels for specific data are requested by the
learner: the independence assumption is also violated;
• learning with covariate shift, where the training and test marginal
distributions of the data differ: the identically distributed assumption
does not hold.
• Online learning from streaming data, when the distribution of the

incoming examples changes over time: the examples are not identically
distributed.
Out of the submitted papers, we have selected 3 full papers and one short
paper. Each of these papers deals with some aspects of learning from nonIID data. All the papers and presentations will be available on the workshop
website http://www-connex.lip6.fr/~amini/ecml-wk-lniid.html.
We also have the great honour to welcome two prestigious invited speakers: Shai Ben-David, from the University of Waterloo, and Nicolas Vayatis,
from the Ecole Normale Supérieure de Cachan, who are prominent figures
in statistical machine learning in general, and who have authored major
contributions to the non-IIDness theme. We gratefully thank both of them
for having accepted our invitation to give a talk at the workshop.
The organizers would like to acknowledge the (financial) support from:
• The Laboratoire d’Informatique Fondamentale de Marseille (LIF, AixMarseille Université, France), http://www.lif.univ-mrs.fr.
• The Pascal 2 Network of Excellence,
http://www.pascal-network.org.
• The ECML-PKDD 2009 organisation,
http://www.ecmlpkdd2009.net.
We also would like to thank the reviewers and the program committee members for their help. Finally, we thank the ECML-PKDD 2009 Organizing
Committee for their support in the organization of this workshop.

Massih-Reza Amini, Amaury Habrard, Liva Ralaivola and Nicolas Usunier
August 2009.
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Xuejun Liao, Duke University, USA
Richard Nock, University Antilles-Guyane, France
Daniil Ryabko, INRIA, France
Marc Sebban, University of Saint-Etienne, France
Ingo Steinwart, Los Alamos National Labs, USA
Masashi Sugiyama, Tokyo Institute of Technology, Japan
Nicolas Vayatis, Ecole Normale Supérieure de Cachan, France
Zhi-Hua Zhou, Nanjing University, China
Additional reviewer: Jun-Ming Xu, Nanjing University, China.

Organizing Committee
Massih-Reza Amini, National Research Council, Canada
Amaury Habrard, University of Marseille, France
Liva Ralaivola, University of Marseille, France
Nicolas Usunier, University Pierre et Marie Curie, France

Workshop Program
Invited Speakers
Shai Ben-David, University of Waterloo
Nicolas Vayatis, Ecole Normale Supérieure de Cachan

Full Papers
Robustness and Generalizability for Markovian Samples
by Huan Xu, Shie Mannor and Constantine Caramanis
Hybrid Stochastic-Adversarial On-line Learning
by Alessandro Lazaric and Rémi Munos
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Abstract. We consider robustness of learning algorithms and prove that
under a very general setup, robustness of an algorithm implies that it generalizes, and consequently, a robust algorithm that asymptotically minimizes empirical risk is consistent. In particular, this relationship holds in
the case where both training samples and testing samples are generated
according to evolving of a Markovian chain satisfying the Doeblin condition. We further provide conditions that ensure robustness and hence
generalizability and in some cases consistency, all under the Markovian
setup. Two notable examples are support vector machines and Lasso.
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Introduction

In the task of learning from a set of observed samples—the key property of
a learning algorithm is it generalizability: the expected loss should agree with
the empirical error as the number of training samples increases. An algorithm
with good generalizability is guaranteed to predict well if the empirical error
is small. In particular, if a learning algorithm achieves minimal training error
asymptotically, which is often termed as Asymptotic Empirical Risk Minimizing
(AERM), and generalizes, then it is consistent. Roughly speaking, this means
that the algorithm recovers the optimal solution in the long run.
One of the most prominent approaches examining generalizability is based
on the uniform convergence of empirical quantities to their mean. This approach
provides ways to bound the gap between the expected risk and the empirical
risk by the complexity of the hypothesis set (e.g., [18, 1, 2]). Another well-known
approach is based on stability. An algorithm is stable if its output remains “similar” for different sets of training samples that are identical up to removal or
change of a single sample. Based on McDiarmid’s [10], concentration inequalities, stability and generalizability are related (e.g., [4, 13, 12]). Both approaches
rely on the assumption that all samples are generated IID (with notable exceptions including [5, 14, 21, 9]). However, in many applications of interest, such as
reinforcement learning and time series forecasting, the IID assumption is violated. In such applications there is a time driven process that generates samples
that depend on the previous samples (e.g., the observations of trajectory of a
robot). Such a situation is often modeled by a Markov processes.
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In this paper we investigate generalizability based on the robustness of a
learning algorithm. We show that robustness is another condition that implies
generalizability of a learning algorithm and consequently consistency if the algorithm is AERM. This relationship holds in a very general setup, in particular
when the samples are generated according to a Markov process under the Doeblin
condition. Roughly speaking, an algorithm is robust if the solutions it produces
achieve “similar” performance on testing samples that are “close” to the training
samples. The notion of robustness was proposed in as early as [8] as an important property in general, and was successfully applied in machine learning tasks
to handle exogenous noise (e.g., [3, 6]). Recently, it was discovered that regularized algorithms such as SVM [20] and Lasso [19] have desirable robustness
properties that further imply statistical consistency. This paper explores a more
fundamental relationship between robustness and generalizability, and show how
this robustness approach helps to investigate the generalizability of an algorithm
in the non-IID setup.
We note that while stability and robustness are similar on an intuitive level,
there is a difference between the two: stability requires that similar training sets
with a single sample removed lead to similar prediction rules, whereas robustness
requires that a prediction rule has comparable performance if tested on a sample
set close to the training set, with (possibly) all samples perturbed.
1.1

The setup

We consider a general learning model where the objective is to pick a hypothesis
from the hypothesis set given a set of training samples. Let Z be the set from
which each sample is drawn, and H be the hypothesis set. Thus, a set of n samples
belongs to the Cartesian product Z n . Throughout the paper we use S and T
(sometimes with a subscript to explicitly show the size of the set) to represent
the training sample set and the testing sample set, respectively. Unless otherwise
specified, for a sample set Sn (or Tn ), each of its samples is denoted by
s1 , · · · , sn
S∞
(similarly, t1 , · · · , tn ). A learning algorithm A is a mapping from n=1 Z n to
H (note that the number of training samples can be any positive integer). We
use A(S) to represent the hypothesis learned by A given a training sample set
S. The loss of a hypothesis h given a sample set S is denoted by L(h, S). In the
case of supervised learning where the objective is to find a prediction rule given
a set of input-output pairs, we write the sample space Z = X × Y where X and
Y are the input space and output space, respectively. Note that each hypothesis
is thus a mapping from X to Y. We ignore the issue of measurability and make
the following standard assumptions throughout this paper:
Pn (1) The loss function
is the average loss on each sample, i.e., L(h, Sn ) ≡ n1 i=1 l(h, si ); and (2) l(·, ·)
is non-zero and uniformly upper-bounded by a constant M .
We consider the case where the samples are generated from a Markovian
chain. The state space can be general, i.e., it is not necessarily finite or countable.
Thus, a certain ergodic structure of the underlying Markov chain is needed. We
focus on chains that converge to equilibrium exponentially fast and uniformly in
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the initial condition. It is known that this is equivalent to the class of of Doeblin
chains [11]. Recall the following definition (cf. [11]):
Definition 1. A Markov chain {zi }∞
i=1 on a state space Z is a Doeblin chain
(with α and m) if there exists a probability measure ϕ on Z, α > 0, an integer
m ≥ 1 such that
Pr(zm ∈ H|z0 = z) ≥ αϕ(H);

∀measureable H ⊆ Z, ∀z ∈ Z.

Assumption 1 The training sequence {Sn } and the testing sequence {Tn } are
independent sequences of a Doeblin chain (with α and m) on a state space Z.
The class of Doeblin chains is probably the “nicest” class of general state-space
Markov chains. We notice that such assumption is not overly restrictive, since
by requiring that an ergodic theorem holds for all bounded function uniformly
in the initial distribution itself implies that a chain is Doeblin [11]. In particular,
an ergodic chain defined on a finite state-space is a Doeblin chain. The following
lemma adapted from Theorem 2 of [7] is the basis of our analysis:
Lemma 1. Let {xi } be a Doeblin chain as in Definition 1. Fix a function f :
X → R such that kf k∞ ≤ C. Then for n > 2Cm/²α the following holds
n
n
¡X
£X
¤
¢
¡ α2 (n² − 2Cm/α)2 ¢
Pr
f (xi ) − E
f (xi ) ≥ n² ≤ exp −
.
2nC 2 m2
i=1
i=1

2

Robustness and Generalizability

In this section we prove the main result of this paper: robustness of an algorithm
implies its generalizability. Before we go into the technical details, we provide an
example that motivates the notion of “robustness”.
2.1

A motivating example

Consider the following formulation of a Support Vector Machine [15]:
min

ξ,w,b

n
X

ξi

i=1

s.t. 1 − yi (hw, Φ(xi )i + b) ≤ ξi ,
0 ≤ ξi ,

(1)

kwkH ≤ c.
Following the standard notations, Φ(·) is the feature mapping, k · kH is the
RKHS norm, k(·, ·) is the kernel function defined as k(x1 , x2 ) = hΦ(x1 ), Φ(x2 )i.
The SVM formulation finds the decision that minimizes the empirical hinge
loss subject to a norm constraint. We note that a norm constraint essentially
means that samples that are geometrically “close” to each other will have nearly
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identical hinge-loss, as shown in the next lemma. The proof is straightforward
and hence omitted. Note that no assumption is made on how the samples are
generated. Therefore, Lemma 2 holds for Markovian samples.
Lemma 2. Let l(·, ·) be the hinge-loss. Given c, if kwkH ≤ c, then for any
x ∈ X , y ∈ {−1, +1} and γ ≥ 0, we have
max

x̂∈X ,kx̂−xk2 ≤γ

l(w, (y, x̂)) − l(w, (y, x)) ≤ cfH (γ),

where fH (γ) , maxa,b∈X ,ka−bk2 ≤γ

p
k(a, a) + k(b, b) − 2k(a, b).

Thus, the solution to SVM is robust because when the solution is tested on a
slightly perturbed samples, its error will not change dramatically.
2.2

The main theorem

Generalizability essentially means that the training error should not be much
worse than the expected risk.
Definition 2. A learning algorithm A generalizes w.r.t. {Sn } if
©
¡
¢
ª
lim sup ETn L(A(Sn ), Tn ) − L(A(Sn ), Sn ) ≤ 0.
n

Next we define the notion of robustness. Intuitively, a learning algorithm is
robust if the testing samples are “similar” to training samples, then the testing
error should be close to the training error. The key requirement is the set of
possible Tn that are “close” to Sn , which is denoted as Dn in the definition, is
large enough so that eventually almost every training-sample set belongs to it.
Note that Dn can possibly depend on the training samples.
Definition 3. A learning algorithm A is robust w.r.t {Sn }∞
n=1 if there exists a
sequence of {Dn ⊆ X n } (possibly dependent on Sn ) such that Pr(Tn ∈ Dn ) → 1,
and
lim sup{ max (L(A(Sn ), Ŝn ) − L(A(Sn ), Sn ))} ≤ 0.
n

Ŝn ∈Dn

We now present our main result: robustness implies generalizability.
Theorem 1. An algorithm A generalizes w.r.t. {Sn } if it is robust w.r.t. {Sn }.
Proof. When A is robust w.r.t. {Sn }, by definition there exists {Dn } such that
for any δ, ² > 0, there exists N (δ, ²) such that for all n > N (δ, ²), Pr(Tn ∈ Dn ) >
1 − δ, and supŜn ∈Dn L(A(Sn ), Ŝn ) − L(A(Sn ), Sn ) < ². Thus, ∀n > N (δ, ²),
³
´
E L(A(Sn ), Tn ) − L(A(Sn ), Sn )
¡
¢
≤Pr(Tn 6∈ Dn )E L(A(Sn ), Tn )|Tn 6∈ Dn
¡
¢
+ Pr(Tn ∈ Dn )E L(A(Sn ), Tn )|Tn ∈ Dn − L(A(Sn ), Sn )
≤δM +

sup
Ŝn ∈Dn (Sn )

L(A(Sn ), Ŝn ) − L(A(Sn ), Sn ) ≤ δM + ².

Since ², δ are arbitrary, we have that the algorithm A generalizes for {Sn }.

u
t
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3

Robust Algorithms

In this section we illustrate how to establish robustness of learning algorithms.
This has merit beyond the robustness itself since it implies generalizability. The
approach is “geometrical”: we examine algorithms (e.g., the SVM) that achieve
“similar” error for samples that are physically close. To this end, we establish
in Section 3.1 a technical lemma, which essentially states that an overwhelming
fraction of training samples and testing samples can be matched so that each pair
of samples are “close”. Two algorithms, namely SVM and Lasso, are investigated
using this approach in Section 3.2 and 3.3 respectively.
3.1

A useful lemma

Equip the space Z with a metric ρ. For γ > 0, let K(γ) be the minimal number
of subsets which partitions Z such that any two points belonging to one subset
has a distance at most γ. It is easy to see that K(γ) ≤ N (γ/2, Z, ρ) where the
latter is the covering number (see [17] for a definition). Given two sets of samples
with the same size, we define the “pair” function:
n

pair(Sn , Tn , γ) , max

π∈Πn

1X
1(ρ(si , π(Tn )i ) ≤ γ),
n i=1

where Πn is the set of all permutations of rank n. The pair function denote
the maximal fraction of the points that can be matched (up to γ). Indeed, the
pairing fraction can be bounded using K(γ).
Lemma 3. Fix γ > 0. If Assumption 1 holds, then for n > 2m/α2 the event
{Tn∗ ∈ D̃nγ,δ (Sn∗ )} has a (joint) probability at least 1 − δ. Here D̃nγ,δ (Sn∗ ) ,
vs


u


u

1
2
t 2m (2(K(γ) + 1) ln 2 + ln( δ )) 2m 
∗
(t1 , · · · , tn ) |pair(Sn , Tn , γ) ≥ 1 − 2
+
.

α2 n
αn 


Proof. We partition (X × Y) into K(γ) subsets H1 , · · · , HK(γ) such that the
distance between any two points belonging to one subset is at most γ. For j =
1, · · · , K(γ), let NjS and NjT denote the number of points of Sn∗ and Tn∗ that fall
PK(γ)
into the j th partition. Observe that n1 j=1 |NjS − NjT | ≤ 1 − pair(Sn∗ , Tn∗ , γ).
PK(γ)
Next we bound the term n1 j=1 |NjS − NjT |. Let π be the invariant measure of the Doeblin chain that generates Sn and Tn . The invariant measure
PK(γ)
uniquely exists for all Doeblin chain. We have Pr( n1 j=1 |NjS − NjT | ≥ 2λ) ≤
PK(γ) S
2Pr( n1 S
j=1 |Nj − π(Hj )| ≥ λ). Consider the set of functions H = {1(x ∈
C)|C = i∈I Hi ; ∀I ⊆ {1, · · · , K(γ)}}, i.e., the set of indicator functions of all
combinations of Hi . Then |H| = 2K(γ) . Furthermore, fix a h0 ∈ H,
Pr(

K(γ)
n
1 X
1X
|NjS − π(Hj )| ≥ λ) ≤ 2K(γ) Pr[
h0 (si ) − Eπ h0 (s) ≥ λ].
n j=1
n i=1
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Since kh0 k∞ = 1, we apply Lemma 1 to get for n > 2m/λα
n

Pr[

¡ α2 (nλ2 − 2m/α)2 ¢
1X
h0 (si ) − Eµ h0 (s) ≥ λ] ≤ exp −
.
n i=1
2nm2

K(γ)+1
2
2
Letting
exp[α2 (nλ2 − 2m/α)
p /2nm ] establishes the lemma. (Since
pδ=2
λ > 2m/αn, we have that n > 2m/ 2m/αnα, which is equivalent to n >
2m/α2 , implying that n > 2m/λα,as required for applying Lemma 1.)
u
t

3.2

Support Vector Machine

Recall our motivating example: the SVM formulation (1). To apply results of
Section 3.1, we introduce the following metric
½
kx1 − x2 k2 if y1 = y2
ρ((y1 , x1 ), (y2 , x2 )) ,
∞
otherwise.
Theorem 2. Fix a c. Suppose that Assumption 1 holds, k(·, ·) is continuous,
and X is compact. Then SVM formulation (1) is a.s. robust.
Proof. Let V , maxx∈X k(x, x), which is guaranteed to exist since k(·, ·) is
continuous and X is compact. It suffices to shown that except a null set of Sn ,
for any ² > 0, there exists a sequence of Dn ⊆ X n such that
© ¡
¢
¡
¢ª
max L SVM(Sn ), Tn − L SVM(Sn ), Sn ≤ ²;
(2)
Tn ∈Dn

PrTn (Tn ∈ Dn ) → 1.

(3)

For any γ > 0 we have
n
X
¯
¯
¯
¯
¯l(w, si ) − l(w, π(Tn )i )¯
¯L(w, Sn ) − L(w, Tn )¯ ≤ min 1
π∈Πn n
i=1
X
¯
¯
©1
¯l(w, a) − l(w, b)¯
≤ min
max
π∈Πn n
ρ(a,b)≤γ;a,b∈X
i:ρ(si ,π(Tn )i )≤γ

1
+
n

X

i:ρ(si ,π(Tn )i )>γ

¯
¯ª
max ¯l(w, a) − l(w, b)¯

a,b∈X

£
¤
≤kwkH fH (γ) + 1 − Pair(Sn , Tn , γ) · 2kwkH V.
The last inequality follows from Lemma 2. Note that for continuous k(·, ·) and
∗
∗
compact X , we nhave limγ↓0 fH (γ) = 0. Thus, take
o γ such that fH (γ ) ≤ ²/2c,
¯
²
. Observe that Inequality (2)
and let Dn = Tn ¯Pair(Sn , Tn , γ ∗ ) ≥ 1 − 4cV
holds. Furthermore, by Lemma 3 we have for any λ,
©
ª
¡ α2 (nλ2 − 2m/α)2 ¢
Pr 1 − pair(Sn∗ , Tn∗ , γ) ≥ 2λ ≤ 2K(γ)+1 exp −
,
2nm2
P∞
then we have n=1 PrSn ,Tn (Tn 6∈ Dn ) < ∞, which implies that (3) holds for
almost every {Sn }.
u
t
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3.3

Lasso

Similar results hold for Lasso[16], which is the following regression formulation:
min :
w

n
X

2
(yi − x>
i w)

(4)

i=1

s.t. kwk1 ≤ c.
The next lemma is straightforward.
Lemma 4. Given c, if kwk1 ≤ c, then for any z , (y, x) ∈ Z and γ ≥ 0, we
have
max
l(w, ẑ) − l(w, ẑ) ≤ (1 + c)γ.
ẑ∈Z,kẑ−zk∞ ≤γ

Similarly as Theorem 2, we have the following theorem.
Theorem 3. Suppose that Assumption 1 holds, Z is compact, and {cn } is fixed.
Then Lasso formulation (4) is a.s. robust.
We can generalize this geometric approach to get the following theorem,
which states that an algorithm is robust if it produce solutions “smooth” enough.
Theorem 4. Suppose Assumption 1 holds. A is robust w.r.t. {Sn }, if there exist
{gn (·) : R+ → R+ } and {cn > 0} such that
1. For any n, gn (·) is non-decreasing, and gn−1 (²) defined as gn−1 (²) = sup{c|gn (c) ≤
²} exists for every ² > 0;
¡
Pn
2. {λn } ↓ 0 where λn , n1 i=1 1 supy:ρ(y,si )≤cn |l(A(Sn ), si ) − l(A(Sn ), y)| >
¢
gn (ρ(si , y)) .
3. For all ² > 0, lim

4

K(

min(g −1 (²),cn )
)
2

n

−1

= 0 and lim sup − ln min(gn

(²),cn )

≤ 0.

Conclusion

The main message of this work is that robustness provides a different avenue for
investigating learning algorithms: it is a sufficient condition for generalizability,
even under a non-IID setup. Both robustness and generalizability of learning
algorithms have been extensively investigated in literature. However, their relationship has not been explored until recently. The main thrust of this work
is to formalize the observation that good learning algorithms tend to be robust
and provide another answer to the following fundamental question: “what is the
reason that makes learning algorithms work?”
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Weiss, and Léon Bottou, editors, Advances in Neural Information Processing Systems (NIPS17), Cambridge, MA, 2004. MIT Press.
4. O. Bousquet and A. Elisseeff. Stability and generalization. The Journal of Machine
Learning Research, 2:499–526, 2002.
5. D. Gamarnik. Extension of the PAC framework to finite and countable Markov
chains. IEEE Transaction on Information Theory, 49(1):338–345, 2003.
6. A. Globerson and S. Roweis. Nightmare at test time: Robust learning by feature deletion. In ICML ’06: Proceedings of the 23rd International Conference on
Machine Learning, pages 353–360, New York, NY, USA, 2006. ACM Press.
7. P. W. Glynn and D. Ormoneit. Hoeffding’s inequality for uniformly ergodic Markov
chains. Statistics and Probability Letters, 56:143–146, 2002.
8. P. J. Huber. Robust Statistics. John Wiley & Sons, New York, 1981.
9. A.C. Lozano, S.R. Kulkarni, and R.E. Schapire. Convergence and consistency of
regularized boosting algorithms with stationary β-mixing observations. In Advances in Neural Information Processing Systems 18, 2006.
10. C. McDiarmid. On the method of bounded differences. In Surveys in Combinatorics, pages 148–188, 1989.
11. S. P. Meyn and R. L. Tweedie. Markov Chains and Stochastic Stability. Springer,
New York, 1993.
12. S. Mukherjee, P. Niyogi, T. Poggio, and R. Rifkin. Learning theory: Stability is
sufficient for generalization and necessary and sufficient for consistency of empirical risk minimization. Advances in Computational Mathematics, 25(1-3):161–193,
2006.
13. T. Poggio, R. Rifkin, S. Mukherjee, and P. Niyogi. General conditions for predictivity in learning theory. Nature, 428(6981):419–422, 2004.
14. D. Ryabko. Pattern recognition for conditionally independent data. The Journal
of Machine Learning Research, 7:645–664, 2006.
15. B. Schölkopf and A. J. Smola. Learning with Kernels. MIT Press, 2002.
16. R. Tibshirani. Regression shrinkage and selection via the Lasso. Journal of the
Royal Statistical Society, Series B, 58(1):267–288, 1996.
17. A. W. van der Vaart and J. A. Wellner. Weak Convergence and Empirical Processes. Springer-Verlag, New York, 2000.
18. V. N. Vapnik and A. Chervonenkis. The necessary and sufficient conditions for
consistency in the empirical risk minimization method. Pattern Recognition and
Image Analysis, 1(3):260–284, 1991.
19. H. Xu, C. Caramanis, and S. Mannor. Robust regression and Lasso. In D. Koller,
D. Schuurmans, Y. Bengio, and L. Bottou, editors, Advances in Neural Information
Processing Systems 21, pages 1801–1808, 2009.
20. H. Xu, C. Caramanis, and S. Mannor. Robustness and regularization of support
vector machines. To appear in The Journal of Machine Learning Research, 10,
2009.
21. B. Zou, L. Q. Li, and Z. B. Xu. The generalization performance of ERM algorithm
with strongly mixing observations. Machine Learning, 75:275–295, 2009.

Hybrid Stochastic-Adversarial On-line Learning
Alessandro Lazaric and Rémi Munos
SequeL Project, INRIA Lille - Nord Europe, France
{alessandro.lazaric,remi.munos}@inria.fr
Abstract. Most of the research in online learning focused either on the
problem of adversarial classification (i.e., both inputs and labels are arbitrarily chosen by an adversary) or on the traditional supervised learning
problem in which samples are i.i.d. according to a probability distribution. Nonetheless, in a number of domains the relationship between
inputs and labels may be adversarial, whereas inputs are generated according to a fixed distribution. This scenario can be formalized as an
hybrid classification problem in which inputs are i.i.d., while labels are
adversarial. In this paper we introduce the hybrid stochastic-adversarial
problem, we propose an online learning algorithm for its solution, and
we analyze its performance. In particular, we show that, given a hypothesis space H with finite VC dimension, it is possible to incrementally
build a suitable finite set of hypotheses that can be used as input for an
exponentially weighted
p forecaster achieving a cumulative regret over n
rounds of order O( nV C(H) log n) with overwhelming probability.
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Introduction

Motivation and relevance. The problem of classification has been intensively
studied in supervised learning both in the stochastic and adversarial settings.
In the former, inputs and labels are jointly i.i.d. from a fixed probability distribution, while in the latter no assumption is made on the way the sequence of
input-label pairs is generated. Although the adversarial setting allows to consider
a wide range of problems by dropping any assumption about data, in many applications it is possible to consider an hybrid scenario in which inputs are drawn
from a probability distribution, while labels are adversarialy chosen. Let us consider a problem in which a company tries to predict whether a user is likely to
buy an item or not (e.g., a new model of mobile phone, a new service) on the
basis of a set of features describing her profile (e.g., sex, age, salary, etc.). In the
medium-term, user profiles can be well assumed as coming from a fixed probability distribution. In fact, features such as age and salary are almost constant and
their distribution in a sample set does not change in time. On the other hand,
user preferences may rapidly change in an unpredictable way (e.g., because of
competitors who released a new product). This scenario can be formalized as a
classification problem with stochastic inputs and adversarial labels.
What we have done. In this paper, we analyze a specific instance of the problem of online prediction in case of stochastic inputs and adversarial loss functions.
In Section 2 we define the problem of hybrid stochastic-adversarial binary classification with full information. In Section 3 we devise an epoch-based algorithm.

1: for t = 1, 2, . . . do
iid
2:
A sample xt ∼ P is revealed to both the learner and the adversary
3:
Simultaneously,
- Adversary chooses a label yt ∈ Y
- Learner chooses a hypothesis ht ∈ H
4:
Learner predicts ybt = ht (xt ) ∈ Y
5:
yt is revealed
6:
Learner incurs a loss ℓ(b
yt , yt ) = I {b
yt 6= yt }
7: end for
Fig. 1. The protocol of the hybrid stochastic-adversarial classification problem.

Given a hypothesis set H as input, at the beginning of each epoch the algorithm generates a finite subset of H which is given as input to an Exponentially
Weighted Forecaster (EWF) [1] that runs until the end of the epoch. Because of
the stochastic assumption on the inputs, the complexity of the hypothesis space
H can be measured according to the VC dimension. As a result, the algorithm
performance can be directly obtained by merging the EWF performance in the
adversarial setting and usual capacity measures for hypothesis spaces in stochastic problems (e.g., their VC
p dimension). The proposed algorithm is proved to
incur a regret of order O( nV C(H) log n) with overwhelming probability. Section 4 compares the proposed algorithm with existing learning algorithms for
the stochastic or adversarial setting. Finally, in Section 5 we draw conclusions.

2

The Problem

In this section, we formally define the problem of binary classification and we
introduce the notation used in the rest of the paper. Let X be the input space,
P a probability distribution defined on X , and Y = {0, 1} the set of labels.
The learner is given as input a (possibly infinite) set H of hypotheses of the
form h : X → Y, mapping any possible input to a label. We define the distance
between two hypotheses h, h′ ∈ H as ∆(h, h′ ) = Ex∼P [I {h(x) 6= h′ (x)}] (where
I {ξ} = 1 when event ξ is true, and 0 otherwise) that is, the probability that h
and h′ have different predictions given inputs drawn from P .
The protocol. The on-line classification problem we consider is summarized in
iid
Figure 1. At each round t the environment selects an input xt ∼ P revealed
to both the learner and the adversary. The adversary chooses a label yt , and
the learner makes a prediction ybt = ht (x). As a result, the learner incurs a loss
ℓ(b
yt , yt ) defined as I {b
yt 6= yt }. In the following, we will use the short form ℓt (h)
for ℓ(h(xt ), yt ). Since at the end of each round the true label yt is explicitly
revealed (i.e., full information feedback), the learner can compute the loss for
any hypothesis in H. The objective of the learner is to minimize the regret
Rn (A) =

n
X
t=1

ℓt (ht (xt )) − inf

h∈H

n
X
t=1

ℓt (h(xt )),

(1)

Algorithm 1 The Epoch-based Stochastic Adversarial (EStochAd) forecaster
Input: hypothesis set H
Initialize: H0 with any h ∈ H
for k = 0, 1, 2, . . . do
p
Set tk = 2k , tk+1 = 2k+1 , Nk = |Hk |, and ηk = 2 log Nk /nk
tk
Initialize wi = 1, i ∈ {1, . . . , N }
for t = tk to tk+1 − 1 do
Observe xt
PNk t
Sample hi ∼ pt , with pi = wit /( j=1
wj )
Predict y
bt = hi (xt )
Observe the true label yt
Update weights wit+1 = wit exp (−ηk ℓt (hi ))
end for
Build Hk+1 according to inputs {x1 , . . . , xtk+1 −1 }
end for

where ht is the hypothesis chosen by A at time t. As it can be noticed, the loss
ℓt (ht ) is a random variable that depends on both the (randomized) algorithm
and the distribution P . All the results obtained in the following will be stated
in high-probability with respect to these two sources of stochasticity.

3

Hybrid Stochastic-Adversarial Algorithms

In this section we devise an epoch-based algorithm in which a finite hypothesis set is incrementally built in epochs according to the inputs experienced
so far. The algorithm is summarized in Algorithm 1. Let us divide the learning
horizon into K epochs, such that epoch k is nk = tk+1 − tk steps long, from time
t = tk to tk+1 −1. At the beginning of epoch k, a finite hypothesis set Hk is build
on the basis of the sequence of inputs xt1k = (x1 , . . . , xtk ). Let V C(H) = d < ∞,
on the basis of xt1k , we define a partition Ptk = {Hi }i≤N of H, such that each
class Hi contains hypotheses with the same sequence of predictions up to time tk
(i.e., ∀h, h′ ∈ Hi , h(xs ) = h′ (xs ), ∀s ≤ tk ). From each class we pick an arbitrary
hypothesis hi ∈ Hi and we define the grid Hk = {hi }i≤N . Since H has a finite
d
VC dimension, the cardinality of Hk is bounded by Nk = |Hk | ≤ etdk < ∞ [2].
Given the finite set of hypotheses (experts) Hk , a EWF is run until the end of
epoch k. The next theorem states the main result of the paper.
Theorem 1. For any n > 0, let H be a hypothesis space with finite VC dimension d = V C(H) < ∞. The EStochAd algorithm described above satisfies
r
r
12(⌊log2 n⌋ + 1)
en
+ c2 n log
Rn ≤ c1 nd log
d
α

(2)

√
√
with probability 1 − α, where c1 = 18 + 10 2, and c2 = 18( 2 + 1).
We derive the proof of the previous theorem through a sequence of lemmata.
With an abuse of notation we define Rk as the cumulative regret of EWF in

epoch k. First we note that Rk can be decomposed as
tk+1 −1

Rk =

X

tk+1 −1

ℓt (ht ) − inf

h∈H

t=tk

0

X

tk+1 −1

tk+1 −1

=@

X

t=tk

ℓt (h)

t=tk

ℓt (ht ) − min
′

X

h ∈Hk

t=tk

1

0

ℓt (h )A + @ min
′
′

tk+1 −1

h ∈Hk

X

tk+1 −1

′

X

ℓt (h ) − inf

h∈H

t=tk

1
ℓt (h)A

t=tk

= REW F + RH ,

(3)

where REW F is the regret due to EWF and RH comes from the use of the
finite set Hk instead of the full hypothesis space H. While the first term can be
bounded as in [3] (Corollary 4.2 page 72), the second term in general is strictly
positive. In fact, since Hk does not contain all the hypotheses in H, the best
performance that can be achieved in Hk may be worse than the best in H. In
particular, in the fully adversarial case, the sequence of inputs up to time tk
could be chosen so that hypotheses in Hk have an arbitrarily bad performance
when used to learn in epoch k (e.g., if the learner is shown the same input for tk
steps, Hk would contain only two hypotheses!). The situation is different in the
hybrid stochastic-adversarial setting. In fact, since all the inputs are sampled
from the same distribution P , Hk is likely to contain hypotheses that are good
to predict on any other sequence of inputs√drawn from P . In the following, we
prove that the regret (3) is bounded by O( nk d log tk ) with high probability.
First we state a concentration
the hypothesis distance funcPtk −1 inequality for
I {h(xt ) 6= h′ (xt )} be the empirical distance
tion. Let ∆1tk −1 (h, h′ ) = n1k t=1
between two hypotheses h, h′ ∈ H on the sequence of inputs x1tk −1 (and define
t
−1
t
−1
similarly ∆tkk+1 (h, h′ ) as the empirical distance of h and h′ on inputs xtkk+1 ).
iid

Lemma 1. For any sequence of inputs x1 , . . . , xtk −1 ∼ P
s
sup

h,h′ ∈H

|∆1tk −1 (h, h′ )

′

− ∆(h, h )| ≤ εtk −1 = 2

2

2d log

e(tk −1)
d

tk − 1

+ log

4
β

,

with probability 1 − β.
Proof. ∆1tk −1 (h, h′ ) and ∆(h, h′ ) are the empirical average and expectation of
the r.v. I {h(x) 6= h′ (x)} with x ∼ P , which is bounded in [0, 1]. The VC dimension of the set {I {h 6= h′ } |h, h′ ∈ H} is upper bounded by 2V C(H) = 2d.
In fact, since H shatters up to 2d points by definition of VC dimension, then
{I {h 6= h′ } |h, h′ ∈ H} can shatter at most 2d ×2d samples. Therefore, we deduce
the stated uniform concentration property (see e.g., [2]).
Using the previous lemma, it is possible to bound the difference in performance between the best hypothesis in Hk and in H, and bound the regret in (3).
Lemma 2. For any k > 0, let Hk be a set of hypotheses built according to
iid
the sequence of inputs x1tk −1 ∼ P . An EWF with experts in Hk run on the

nk new
p samples drawn from distribution P of epoch k and learning parameter
ηk = 2 log Nk /nk incurs a regret
r
r
etk
12
nk
+ c4
log
(4)
Rk ≤ c3 nk d log
d
2
β
√
√ 
with probability 1 − β, where Nk = (etk /d)d , c3 = 8 + 2 , and c4 = 9 2.
Proof. In (3) the regret is decomposed in two terms. By bounding the regret of
EWF as in [3], we obtain
r
Rk ≤

etk
2nk d log
+
d

r

0
1
tk+1 −1
tk+1 −1
X
X
1 @
nk
′
log +
min
ℓt (h ) − inf
ℓt (h)A ,
h∈H
h′ ∈Hk
2
β
t=t
t=t
k

k

d

where the number of hypotheses in Hk is bounded by |Hk | ≤ (etk /d) . Since
t
−1
both inputs x1tk −1 and xtkk+1
are drawn from the same distribution as that
revealed during the learning process, the second term can be bounded as
0

RH

= @ min
′

tk+1 −1

X

h ∈Hk

h∈H h ∈Hk

X

ℓt (h ) − inf

h∈H

t=tk

≤ sup min
′

tk+1 −1

′

t=tk

1

ℓt (h)A = sup min
′

h∈H h ∈Hk

t
−1
nk ∆tkk+1 (h, h′ )
t

−1

t −1

t −1

t=tk

(6)

h∈H h ∈Hk

h∈H h ∈Hk

X `
´
ℓt (h′ ) − ℓt (h)
(5)

≤ sup min
nk ∆(h, h′ ) + nk εtkk+1
′
≤ sup min
nk ∆1k
′

tk+1 −1

t −1

(h, h′ ) + nk ε1k

t

+ nk εtkk+1

−1

(7)

t
−1
nk εtkk+1

≤ 0 + nk ε1k +
s
2d log etdk + log β4′
≤ 4nk 2
nk
r
r
etk
4
≤ 4 4nk d log
+ 4 2nk log ′ ,
d
β

(8)

with probability 1−2β ′ . From the definition of empirical distance, we directly get
(5) because two hypotheses have different loss whenever their prediction is different. In both (6)-(7) we applied Lemma 1. The minimum distance ∆1tk −1 (h, h′ )
in (7) is zero for any h ∈ H. In fact, since Hk is built according to the same
inputs x1tk −1 on which ∆1tk −1 (h, h′ ) is measured, it is always possible to find a
hypothesis h′ ∈ Hk with exactly the same sequence of predictions as any h ∈ H.
Finally, (8) follows from the length of the epochs which guarantees tk ≥ nk and
t
−1
from the definition of ε1tk −1 and εtkk+1 in Lemma 1. By joining the bounds for
REW F and RH , and by setting β = 3β ′ we obtain the statement of the theorem.
Finally, the main theorem can be proved.
Proof. The theorem directly follows from Lemma 2 and from the definition of
epochs. Given tk = nk = 2k the regret for each epoch can be rewritten as
r

Rk ≤ c3

e2k
2k d log
+ c4
d

s

12
2k
log
2
β

Algorithm Setting Hyp. space

Bound

ERM [2]
EWF [3]
Percep. [4]
AOL [5]
TOL [6]
EStochAd

HP-Regret
HP-Regret
Mistake
Exp-Regret
Mistake
HP-Regret

S/S
A/A
A/A
A/A
Transd.
S/A

V C(H) < ∞
|H| = N < ∞
Linear
Ldim(H) < ∞
V C(H) < ∞
V C(H) < ∞

Performance

p
p
E(x,y)∼P [Rn ] ≤ nV C(H) log n + n log β −1
p
√
−1
Rn ≤ n log N +
n
log
β
√
Mn ≤ L + D + LD p
EA [Rn ] ≤ Ldim(H)
p + nLdim(H) log n
Mn ≤ L + n3/4 V C(H)p
log n
p
Rn ≤ nV C(H) log n + n log β −1

Table 1. Performance of algorithms for different classification scenarios: Empirical Risk Minimization (ERM), Exponentially Weighted Forecaster (EWF), perceptron, Agnostic Online Learning
(AOL), Transductive Online Learning (TOL), and EStochAd . All the bounds are up to constant
factors. In the setting column, the two letters specify how inputs and labels are generated, where
A stands for adversarial and S for stochastic. In the bound column HP stands for high-probability
bound and Exp stands for bound in expectation. In the parceptron bound Mn is the number of
mistakes after n steps, L and D are the cumulative loss and the complexity of any weight matrix.

Let K = ⌊log2 n⌋ + 1 be the index of the epoch containing the step n and
tK = min(2K , n + 1). The total regret over all the K epochs can be bounded as
Rn =

n
X

ℓt (h) − inf

t=1

≤

K−1
X
k=0

≤

K−1
X
k=0

h∈H

0

n
X

ℓt (h) =

t=1

k=0

tk+1 −1

@

X

K−1
X tk+1
X−1

tk+1 −1

ℓt (h) − inf

h∈H

t=tk

X

ℓt (h) − inf

t=tk

1

ℓt (h)A

h∈H

K−1
X tk+1
X−1
k=0

ℓt (h)

t=tk

(9)

t=tk

⌊log2 n⌋

Rk =

X

Rk

k=0

r
„ r
« ⌊log
2 n⌋ √
X
en
12
1
c3 d log
2k
(10)
+ c4
log
d
2
β
k=0
r
r
r
„ r
«√
en
12
en
12
1
2n − 1
√
≤ c3 d log
+ c4
log
+ c2 n log .
≤ c1 nd log
d
2
β
d
β
2−1

≤

with probability 1 − β log2 n. In (9) the regret is upper-bounded by considering
the best hypothesis in each epoch rather than on the whole horizon. The inner
term in the summation in (10) is the regret for epoch k and is bounded as in (4).
Finally, by using a union bound and setting α = β(⌊log2 n⌋ + 1) the result is
obtained from the definition of the length of each epoch and some algebra.

4

Related Works

To the best of our knowledge this is the first work considering the hybrid
stochastic-adversarial online learning problem. A similar setting is analyzed in [7]
for batch supervised learning where the sequence of labels is adversarial and inputs are conditionally i.i.d. (i.e., inputs are drawn from distributions conditioned
to labels). In particular, they show that many learning bounds derived in the
fully stochastic setting remain unchanged. The main difference with the setting
illustrated in this paper is that we considered the problem of online learning
instead of batch learning and inputs are i.i.d. and not conditioned to labels.
From an algorithmic point of view, the use of previous inputs to update the
set of hypotheses at the beginning of each epoch resembles the use of unsupervised samples in semi-supervised learning. Similar to the analysis in [8], we

decomposed the regret in a learning performance term, which depends on the
actual sequence of labels, and in the approximation of the structure of the inputs
marginal distribution term, which just depends on unlabeled instances.
The possibility to convert batch algorithms for the fully stochastic setting
into learning algorithms for transductive online learning is studied in [6]. In
transductive online learning the samples are adversarialy generated but all the
inputs are known to the learner beforehand. In this scenario, they first propose
an inefficient algorithm which generates all the possible hypotheses needed according to the inputs and achieves a mistake bound comparable to the regret
bound of EStochAd . Furthermore, they prove that there exists
√ an efficient algorithm with a slightly worse mistake bound of the order n3/4 d log n, where d is
the VC dimension. Although in the transductive setting samples are generated
adversarially, in this paper we showed that a stochastic assumption on the inputs
is needed in order to move from the transductive scenario (i.e., all the instances
are known beforehand) to a fully online setting and still achieve similar results.
A direct comparison with other algorithms for either fully adversarial or fully
stochastic settings is difficult because of the different assumptions. Nonetheless,
in the following we discuss similarities and differences between EStochAd and
other existing algorithms for online prediction. In Table 4, we summarize the
main approaches to the classification problem in both stochastic and adversarial
settings. Unfortunately not all the bounds are immediately comparable. Some
of the regret bounds are in expectation (with respect to either the distribution
P or the randomized algorithm A), while others are high-probability bounds.
Perceptron performance is stated in terms of mistake bound.
It is interesting to notice that EStochAd incurs exactly the same regret rate
as an empirical risk minimization algorithm run online in the fully stochastic
case. 1 This means that under the assumption that inputs are i.i.d. from a
fixed distribution P , the adversarial output does not cause any worsening in the
performance with respect to a stochastic output. This result can be explained
by the definition of the VC dimension itself. In fact, while VC definition requires
samples to be generated from a distribution, no assumption is made on the
way outputs are generated and any possible sequences of labels is considered.
Therefore, it is not surprising that VC can be used as a complexity measure for
both the case of stochastic and adversarial classification. However, the situation
is significantly different in the case of a fully adversarial setting where also inputs
can be arbitrarily chosen by an adversary.
Both EStochAd and the Agnostic Online Learning (AOL) algorithm proposed in [5] consider the problem of binary classification with adversarial outputs, an infinite number of hypotheses (experts), and they both build on the
exponentially weighted forecaster [3]. On the other hand, the main difference
is that while with adversarial inputs it is necessary to consider the Littlestone
dimension of H [9], the stochastic assumption on the inputs allows EStochAd
to refer to the VC dimension which is a more natural measure of complexity of
the hypothesis space. Moreover, the dependency of the two algorithms on the
1

The online bound is obtained by summing on n steps the usual batch VC bounds [2].

hypothesis space complexity is different (see Table 4). WhilepAOL has a linear
dependency on Ldim(H), in EStochAd the regret grows as V C(H). Furthermore, as proved in [9], for any hypothesis space H, V C(H) ≤ Ldim(H). Finally,
it is well known [9] that even in very simple hypothesis spaces may have an
unbounded Littlestone dimension and a finite VC dimension. As a result, the
possibility for the adversary to select the inputs may lead AOL to have an arbitrarily high regret, drawing inputs from a distribution allows the learner to
achieve a sub-linear regret even when outputs are adversarial.

5

Conclusions

In this paper we introduced the hybrid stochastic-adversarial online prediction
problem in which inputs are independently and identically generated and labels
are arbitrarily chosen by an adversary. We devised an epoch-based algorithm for
the specific problem of binary classification with full information and analyzed
its regret. In particular, we noticed that while the stochastic assumption on
inputs allows to use the well-known VC dimension as a measure of complexity
for the hypothesis space, adversarial labels do not cause any worsening in the
performance with respect to fully stochastic algorithms. We believe that this
analysis, together with its relationship with the results for the fully adversarial
case, sheds light on the similarities and differences between batch stochastic
learning and adversarial online learning along the line of [6]. The main drawback
of the proposed algorithm is the need to store and evaluate a set of hypotheses
which grows polynomially in time. In the future we will investigate the possibility
to use an efficient algorithm similar to the one proposed in [6] at the cost of a
slightly worse regret bound.
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Abstract. In this article, we propose a method to adapt stepsize parameters used in reinforcement learning for non-stationary environments.
In general reinforcement learning situations, a stepsize parameter is decreased to zero during learning, because the environment is generally
supposed to be noisy but stationary, such that statistical models of the
true expected rewards and noise are ﬁxed. On the other hand, we assume
that in the real world, the models of reward and noise may changes over
time and hence, the learning agent must adapt the change through continuous learning. We derive and provide a way to calculate the higherorder derivatives of exponential moving average by stepsize parameters
through learning. We construct a precise and ﬂexible adaptation method
for the stepsize parameter in order to minimize square errors or maximize
a certain criterion. The proposed method is validated both theoretically
and experimentally.

1

Introduction

Although reinforcement learning is expected to be useful open problem like real
world problems, most of the works assume that statistic models of rewards and
noises of the environment for agents is stationary during and after learning.
In such a case, it is reasonable that a stepsize parameter α is monotonically
decreased to 0 through learning in the following temporal diﬀerence(TD) learning
algorithm in order to estimate the expected values of the states or actions (Qvalue) [1].
Qt (statet+1 , act0 ))(1)
Qt+1 (statet , actt ) = (1 − α)Qt (statet , actt ) + α(rt + γ max
0
act

After the Q-values seem to be suﬃciently near the true expected values, the
agents generally stop learning and behave on the basis of the ﬁxed Q-value. An
important assumption here is that the true expected values are constant during
and after learning [2].
On the other hand, in common real world problems, especially the problems on open and multiagent systems, the environment may change gradually or

rapidly. For example, market systems such as the stock market and foreign exchange can be aﬀected by both agents’ behavior and various other fundamental
conditions. Therefore, it is diﬃcult to suppose that the true expected rewards of
states or actions are stationary. Instead, agents in such an environment should
continue learning to adapt to changes in the environments. In this case, since we
cannot decrease the stepsize parameter α monotonically, we control it such that
it is capable of meeting the changes in the environment.
In order to adapt to such dynamic and non-stationary environments, [3]
proposed a method, called optimal stepsize algorithm (OSA), to control stepsize
parameters in order to minimize noise factors on the basis of the relationships
among the stepsize parameter, noise variance, and changes in learning values. [4]
also proposed a framework to accumulate error variance to ﬁnd out the suitable
learning parameters. In both works, the focus is only on minimizing estimation
errors, in which the eﬀect of the changes in the stepsize parameter on the learning
processes is ignored.
For this issue, we focus on the eﬀects of the changes in the stepsize parameter,
and extend the learning process to estimate the eﬀects. On the basis of the
estimation, we can construct a method to adjust the stepsize parameter in order
to optimize any criteria calculated from estimated values like (Q(s, a) in eq. (1).

2
2.1

Exponential Moving Average and Stepsize Parameter
Exponential Moving Average

Here, we simplify eq. (1) as follows;
x̃t+1 = (1 − α)x̃t + αxt ,

(2)

where xt and x̃t are the actual observed value (for example, received reward rt )
and the corresponding expected value, respectively, that are updated through
discrete time line t. α is a stepsize parameter, which indicates whether the agent
regards recent observed values xt as important, or the agent should take a longterm average so as to calculate the true expected value (x̃t ). This equation is
called as exponential moving average (EMA). Generally, x̃t can be interpreted
to be an approximation of a moving average of xt in the following time-window:
T = α2 − 1 .
2.2

Recursive Exponential Moving Average

Suppose that we should adjust α to minimize a certain criteria f (x̃t ). In this case,
∂f
∂ x̃t
= ∂∂f
a simple way is to ﬁnd ∂α
x̃t ∂α . To do this, we try to extract the derivatives
of the expected value x̃t using the stepsize parameter α, and construct a method
to adapt α according to a given sequence of observation {xt }.

First, we introduce the following recursive exponential moving average (REMA)
by applying eq. (2) recursively:

hki

ξt

h0i

ξt

h1i
ξt+1

= xt
= x̃t+1 = (1 − α)x̃t + αxt

hki

hki

ξt+1 = (1 − α)ξt

hk−1i

+ αξt

=α

∞
∑

hk−1i

(1 − α)τ ξt−τ .

(3)

τ =0

With regard to REMA, we can state the following lemma and theorem.
Lemma 1
hki
The ﬁrst partial derivative of REMA ξt by α is given by the following equation:
hki

∂ξt
k hki
hk+1i
= (ξt − ξt
).
∂α
α
(See section A for the proof.)

(4)

Theorem 1
h1i
The k-th partial derivative of EMA x̃t (= ξt ) is given by the following equation:
∂ k x̃t
hk+1i
hki
= (−α)−k k!(ξt
− ξt ).
∂αk
(See section B for the proof.)
2.3

(5)

Gradient Descent Adaptation of Stepsize Parameter Using
Higher-order Derivatives and REMA

Because theorem 1 provides the derivatives of x̃t by α, we can construct algorithms to optimize a certain criterion, for example, mean square errors, by gradient descent/ascent methods. An important aspect of theorem 1 is that it can
provide derivatives of any order. Therefore, we can form more precise gradient
descent/ascent methods. We refer to such methods that use higher-order derivatives given by REMA as recursive adaptation of stepsize parameters (RASP).
Suppose that ∆x̃t is the change in x̃t when α changes by ∆α. In this case,
∆x̃t can be represented by Taylor expansion and theorem 1 as follows:
(
)k
∞
∞
∑
∑
1 ∂ k x̃t
∆α
hk+1i
hki
k
k
∆x̃t =
∆α
=
(−1)
(ξt
− ξt ).
(6)
k! ∂αk
α
k=1

k=1

hki
∆ξt

Further, generally,
for any k can be estimated by the ﬁrst Taylor expansion
and lemma 1 as follows: 1
(
)
hki
∂ξt
∆α
hki
hki
hk+1i
∆ξt = ∆α
'k
(ξt − ξt
).
(7)
∂α
α
These expansions indicate that RASP exhibits the following features.
1

We can also use a higher-order Taylor expansion to utilize higher-order derivatives
as shown in the appendix.

1. We can approximate the precise changes in the estimation value x̃t even for
a large ∆α, using higher-order derivatives calculated by REMA. Therefore,
we can change α rapidly.
hki
2. We can also calculate ∆ξt by a modiﬁcation of α, using the derivatives of
hki
ξt . Therefore, the values of the variables that are aﬀected by the changes
in α are kept precise.
Of course, it is impossible to calculate inﬁnite higher-order derivatives. Instead,
we can set upper limit of k large enough to achieve the required precision. Because the calculation of REMA itself is very simple, the cost to calculate higherorder derivatives is small.
The following procedure details the use of RASP to minimize the square error between the expected value x̃t and the actual observation xt . (We call this
procedure RASP-MSE.)
Initialize: ∀k ∈ {0 . . . kmax − 1} : ξ hki ← x0
while forever do
Let x be an observation.
for k = kmax − 1 to 1 do
ξ hki ← (1 − α)ξ hki + αξ hk−1i
end for
ξ h0i ← x, δ ← ξ h1i − x
h1i
Calculate ∂ξ∂α by eq. (5).
for k = 1 to kmax − 1 do
Calculate ∆ξ hki by eq. (6) and eq. (7).
ξ hki ← ξ hki + ∆ξ hki
end for
h1i
calculate a new α according to δ and ∂ξ∂α .
end while

3
3.1

Experiments
Exp.1: Learning Best α for Noise Reduction

In the ﬁrst experiment, we show that the above procedure to adapt α yields the
best stepsize parameter value for noise reduction that is determined by eq. (8).
Fig. 1 shows the results of the adaptation of α through the learning of observation sequences {xt } that consist of random walk sequences {st } and noise
{²t } as follows: xt = st + ²t , where average and standard deviation of ²t are 0
and σ² , respectively. The random walk sequence {st } is deﬁned as st+1 = st + vt ,
where vt is a random value with average 0 and standard deviation σv . In this
case, the best value of α can be derived from given σ² and σv as follows:
√
−γ 2 + γ 4 + 4γ 2
α=
,
(8)
2
where γ =

σv
σ² .
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Fig. 1. Exp.1: Changes in α through the Learning of Observed Value Using the Various
Ratios of Standard Deviations of Random Walk and Noise (γ).

Each curve in the graph of Fig. 1 shows the changes in α through the learning
of expected value x̃t by eq. (2) and adaptation of α by RASP-MSE. The horizontal axis in the graphs indicates the learning (and adaptation) cycle, while the
vertical axis represents the value of α. Further, the horizontal line in each graph
indicates the best stepsize parameter (αbest ) as calculated by eq. (8). As shown
in these graphs, α approaches the best value and is then consistent through
learning. Note that α does not converge to the best value because of the noise
factors added in the observed value. Fortunately, the perturbation is large only
when α is relatively large; in this case, the eﬀect of α changes slowly, so that the
behavior of the learning does not change drastically even α changes with a large
step.
3.2

Exp.3: Square-waved True Value

EMA is used in general reinforcement learning, for example, eq. (1), because it
can reduce noise and yield a value that approaches the stationary true value. In
the second experiment, we suppose that the true value is almost stationary but
does change occasionally. In such a case, the learning mechanism needs to detect
the changes in the true value. In the actual experiment, we use a sequence of
true values {st } that follows a square wave over time.
Fig. 2 shows the result of an experiment to adapt α by RASP-MSE in the
EMA learning of x̃t when the true value st alternates between 0.0 and 0.5 every
1000 steps. In this experiment the standard deviation of noise ²t is 5.0. (a) shows
the changes in α, and (b), in xt , x̃t , and st through learning. (c) shows a result
of the case that we apply OSA [3] to the same problem for the comparison.
(b) indicates that RASP-EMA reduces the large noise factor and at the same
time can follow the changes in the true value. Compared with (c), we found that
following the true value is more precise by RASP-EMA than by OSA. Actually,
the average square error of x̃t from xt in (b) is 1.192, while the error in (c) is
2.496. Corresponding changes in α in (a) shows that α approaches zero almost
all the times but is relatively large at the time when the true value st changes
(t = 1000, 2000, . . .). From the meaning of α in EMA (x̃t follows the previous
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Fig. 2. Exp.3: Learning Square-waved True Value st

observed value xt when α is large, and x̃t becomes a long-term moving average
of xt when α is small), the change in α shown in (a) indicates that RASP-MSE
detects the timing of changes in st and lets an agent regard the recent observation
as plausible: On the other hand, RASP-MSE lets the agent use the long-term
smoothed value when the environment is stationary. In other words, RASP-MSE
can control the features of learning by EMA in accordance with the changes in
the environment.

4

Discussion and Summary

In this article, we derive the relations between stepsize parameter α and expected value x̃t acquired by EMA, and provide a method called RASP that
calculates the higher-order derivatives of x̃t by α. We also propose a procedure
called RASP-MSE that adjusts α suitably for given observed data both to reduce
noise factors in the observation and to follow the changes in the environment.
Experiments illustrate the functionality and performance of RASP-MSE for adjusting the stepsize parameters as shown in theorems and lemmas.
The main feature of RASP is that we can obtain derivatives ∂ x̃t /∂α. Therefore, we can apply it to various optimization applications that require EMA. For
example, it can not only be applied to situations where the minimization of estimation error is desired, but also to the learning of decision making directly, for
example, back-propagations in neural networks. Thus, it can be said that RASP
has more potential than the other adaptation mechanisms of stepsize parameters
such as OSA [3].

The stochastic gradient adaptive (SGA) stepsize method [5, 6] is identical
to RASP-MSE if we use only the ﬁrst-order derivative. As we can calculate
higher-order derivatives, adaptation can be more quick and precise.
There still several open issues. For example, we should apply RASP-MSE to
TD learning and multiagent learning, which may not follow the assumption of
random walk. Also, we need to utilize higher-order derivatives to calculate the
best stepsize instead to change it gradually.
Acknowledgments: This work was supported by JSPS KAKENHI 21500153.
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A

Proof of Lemma 1

First, we show the following lemma.
Lemma 2
hki

2

ξt+1 = α

∞
X

τ −1 hk−2i
ξt−τ .

τ (1 − α)

τ =0

(9)

Proof
Suppose that
2

ηt+1 = α

∞
X
τ =0

τ −1 hk−2i
ξt−τ

τ (1 − α)

2

=α

h
i
0 hk−2i
1 hk−2i
2 hk−2i
1(1 − α) ξt−1 + 2(1 − α) ξt−2 + 3(1 − α) ξt−3 + . . . .

Then, we can obtain the following equation:
2

(1 − α)ηt = α

h
i
1 hk−2i
2 hk−2i
3 hk−2i
1(1 − α) ξt−2 + 2(1 − α) ξt−3 + 3(1 − α) ξt−4 + . . . .

This can be rewritten as follows:
2

ηt+1 − (1 − α)ηt = α

∞
X

τ hk−2i

hk−1i

(1 − α) ξt−1−τ = αξt

τ =0

.

hk−1i

Finally, we can obtain the recurrence formula: ηt+1 = (1−α)ηt +αξt
. This formula
hki
hki
hki
is the same as the one for ξt . Therefore, if η0 = ξ0 , ηt is identical to ξt for all t.
Therefore, we can obtain eq. (9).
Using this lemma, we can prove Lemma 1 as follows:
In the case of k = 1, we can obtain the following equation:
h1i

∂ξt
∂α

=

"

∂
∂α

α

∞
X

#
τ

(1 − α) xt−τ −1

1 h1i
h2i
(ξ
− ξt ).
α t

=

τ =0

Therefore, eq. (4) is satisﬁed when k = 1.
Suppose that eq. (4) is satisﬁed for any k < k 0 . Then, we can calculate the k0 -th
derivative as follows:
hk0 i

∂ξt
∂α

=

∞
X

τ =0

=

∞
X

τ hk0 −1i

(1 − α) ξt−τ −1 − α

τ −1 hk0 −1i
ξt−τ −1

τ (1 − α)

τ =0

+α

∞
X

τ

(1 − α)

τ =0

∂ hk0 −1i
ξ
∂α t−τ −1

∞
∞
X
X
k0 hk0 i
1 hk0 i
1 hk0 +1i
hk0 +1i
0
τ hk0 −1i
0
τ hk0 i
(1 − α) ξt−τ −1 =
ξt
− ξt
+ (k − 1)
(1 − α) ξt−τ −1 − (k − 1)
(ξ
− ξt
).
α
α
α t
τ =0
τ =0

As a result, eq. (4) holds for any k > 0.

B

Proof of Theorem 1

In the case of k = 1, we can obtain the following equation:
∂ x̃t
∂ h1i
1 h1i
h2i
h2i
−1 h1i
=
ξ
= (ξt − ξt ) = (−α) (ξt − ξt ).
∂α
∂α t
α

Therefore, eq. (5) is satisﬁed when k = 1.
Suppose that eq. (5) is satisﬁed for any k < k 0 . Then, we can calculate the k0 -th
derivative as follows:
i
∂ ∂ k−1 x̃t
∂ h
∂ k x̃t
hki
hk−1i
−(k−1)
=
=
(−α)
(k − 1)!(ξt − ξt
)
∂αk
∂α ∂αk−1
∂α
= −(k − 1)(−1)
+(−1)

−(k−1)

−(k−1)

−(k−1)

α

−k

α

»

hki

(k − 1)!(ξt

hk−1i

− ξt

∂ hk−1i
∂ hki
ξ
ξ
−
∂α t
∂α t

–

)

The ﬁrst and second terms inside the brackets in the right hand side of this equation
hki
hk−1i
(ξt
− ξkt ), respectively. Therefore,
are αk (ξt − ξk + 1t ) and k−1
α
∂ k x̃t
−(k−1) −k
= (−1)
α (k − 1)!
∂αk
h
i
hk+1i
hki
hk−1i
× −kξt
+ (k + (k − 1) − (k − 1))ξt + ((k − 1) − (k − 1))ξt
h
i
hk+1i
hki
−(k−1) −k
= (−1)
α (k − 1)! −kξt
+ kξt
= (−1)

−k

−k

α

hk+1i

k!(ξt

hki

− ξt

−k

) = (−α)

hk+1i

k!(ξt

hki

− ξt

).

As a result, eq. (5) holds for any k > 0.
hki
Furthermore, the m-th derivatives of general REMA ξt by α can be shown using
the same inductive method:
hki

∂ m ξt
∂αm

=

m
k X
(k + i − 1)! hk+ii
m!
i
ξ
.
(−1)
m
α i=0
i!(m − l)! (k + i − m)! t
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Abstract. In this work, we use nonparametric sample Fisher information like matrix instead of the sample covariance matrix to find the mixing matrix in a nonstationary ICA model. This replacement may results
in faster and robust separation.

1

Introduction

Assume r.v. X ∈ Rm , called observation, random latent variable S ∈ Rm , and an
unknown fixed matrix A ∈ Rm×m . Given the model X = AS, the Independent Component Analysis (ICA) is defined by estimating the mixing matrix A ∈ Rm×m based
on observations X1 , . . . , Xn , assuming that the components of S = [s1 , . . . , sm ] are
independent, i.e. si ⊥ sj for i 6= j. In case of iid sources, i.e. S1 , . . . , Sn ∼ S, it has
been shown that ICA model is identifiable provided that at most one of the sources
are Gaussian. Among methods of (iid)ICA, the approach proposed in [1] uses sample Fisher information-like matrix, i.e. M(γ) = E{γ(X)∇p̂(X)∇p̂(X)T } for arbitrary
bounded nonlinear function γ : Rm → R. The mixing matrix is obtained by finding
the generalized eigenvector (joint diagonalizing matrix) between any two or more of
these matrices with different γ functions. In this work, we extend this method for block
stationary ICA.
For ICA with stationary sources, the usual practice is to take the time-lagged covariance matrices and then find the joint diagoanlizing matrix between all the evaluated
matrices. For details on ICA with stationary sources, please see [2,3, and 4].

2

Block stationary ICA

There are few approaches proposed for non-stationary source separation where each
handles a different sort of nonstationarity, e.g. [2] and references there. In this paper, we
are interested in random processes which are block stationary, defined as the following.
Let’s take the multivariate autoregressive model S(t) = [s1 (t), . . . , sm (t)] as the latent
process with si (t) ⊥ sj (t), i 6= j. Given blocks/partitions 0 ≤ t1 ≤ t2 · · · < tL =
T , suppose the processes s1 (t), . . . , sm (t) varies in sense of statistical properties, e.g.
profile variance, from block to block while they are fixed within a block. This variation
might be the cause of change of autoregression coefficients or statistical properties of
innovation processes, or both. Assume observations are of the form X(t) = AS(t)
for t ∈ [0, T ], for some arbitrary matrix A ∈ Rm×m . This setup defines the block
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stationary model for ICA problem. In [2], a maximum quasi-likelihood estimate of
the mixing matrix is proposed, which is based on approximating sources’ distribution
in each stationary block with a Gaussian process. It turns out that maximum quasilikelihood estimate can be obtained via finding the joint diagonalizing matrix between
all the sample covariance matrices evaluated from different stationary blocks. The joint
diagonalizing matrix is an estimate of the mixing matrix or its inverse, depends how
the joint diagonalizing objective function is defined. The Gaussian restriction as in
case of iid sources does not apply in nonstationary ICA. This is because the differences
between the covariances estimated from different blocks provides enough contrast for
separation provided that the profile variance of each source varies enough.

2.1

The proposed method

The covariance matrix does not contain all the available information if sources are not
Gaussian, which is the case in most of practical problems. Also, it may happen that
the differences between sample covariances of blocks are not enough to be considered
as a source of contrast while the differences of higher order statistics are enough for
contrast. This may eventually results in poor algorithmic convergence or even failure
to converge1 . The general difficulty in using sample covariance matrix motivates us to
replace sample covariance matrix with M(γ) introduced in section [1].
Let’s denotes the l-th block’s samples with Xl . Then, we propose to use the
following set of estimating matrix M = {M l , l = 1, . . . , L}, where L is the total
number of blocks and M l is the evaluated matrix on sample block l, i.e. Ml (γl ) =
E{γl (Xl )∇p(Xl )∇T p(Xl )} or
)
(
Y
Y
l
T
T
0
T
0
T
Mij = E γl (Xl )
pm (Xl βm )
pk (Xl βk )pi (Xl βi )pj (Xl βj )
m=1

k=1

where βi is the i-th row vector of B = A−1 . Let’s denote XlT βi with uli
Z
Y
Y
l
Mij
= γl (X)
pm (ulm )
pk (ulk )p0i (uli )p0j (ulj )dui duj
m=1

R

k=1

Under the assumption p2j (u)p0j (u)du =
Therefore, M l = Bdiag(Miil )B T , i.e. the

l
= 0 for i 6= j, l fixed.
0, ∀j, see [1], we get Mij
l
matrices M can be diagonalized by applying

the mixing matrix A.
As proposed in [1], we use the kernel density estimator for finding the ∇p̂(X) as
l
T
l
cl = 1 P
following suggests: M
i∈Tl ∇p̂−i (Xi )∇ p̂−i (Xi ) with
Tl
∂ p̂−i
1
(Xil ) =
∂xs
(Tl − 1)hK+1

X
j=1,j6=i

K1

l
l
Xjs
− Xis
h

!

Y
k=1,k6=s

K

l
l
− Xik
Xjk
h

!

,

l
for all s = 1, . . . , K where Xik
is the k-th entry of data vector Xil (from block l),
h > 0 is the kernel bandwidth and K, K1 : R → R are kernel functions. In case K
is differentiable we put K1 = K 0 . Most of the above derivations can be found in [1].
1

Using sample covariances may not work directly and further manipulation may be
required. This issue could be handled partially using few time-lagged covariance
matrices from each stationary block which is computationally more expensive.
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There are many choices for nonlinear functions γ including: γl ≡ 1, γ(.) = pλl (.) for
arbitrary λl (as a general choice) and p(.) is the density function, γl (Xl ) = tr[covXl ]
or γl (Xl ) = log det[covXl ], etc. Estimating the mixing matrix can be implemented
through the following minimization (For more details on joint diagonalization, see [2
and 5].
b =
A

argmin

L
X

B∈Rm×m ,Dl l=1

cl − BDl BT kF
kM

−1

or

argmin

A∈Rm×m ,Dl

JA =

L
X

c l AT − Dl kF ,
kAM

l=1
l

where B = A . Due to the use of a set of matrices M (γ) evaluated from block
l = 1, . . . , L, the Gaussian source restriction of usual ICA does not apply here. In case
of Gaussian sources, the replacement does not improve convergence because the matrix
Ml (γ) would be proportional to Σ −1
l , the inverse covariance of l-th block. The only
parameter to set is the kernel width in the density estimation, where general practices
applies here.

2.2

Numerical Example

Since the method proposed in [2] relies on the second order information only, for comparison, we design the following experiments. Fix the length of the experiments to
5000 and divide it into 10 blocks. Also, take 1 Gaussian autoregressive and 4 Laplacian
autoregressive signals as sources with different profile variances in each block. For joint
diagonalization we used AC-DC([5] and references there) algorithm for both methods.
We run this experiments for 1000 times. The summary of the results on synthetic data
are as the following. The AC-DC converges in 170 − 210 iteration with the matrices
c l while for covariance matrices, it iterates for 240 − 330 epoch to converge.
M

3

Conclusion

The numerical results show that on average the joint diagonalization converges in much
less steps using the Fisher-like matrices compared to method of [2]. This indicates the
impact of the rich matrices for faster estimate. Moreover, using the sample Fisher-like
matrices handle the inefficiency of using sample covariance in cases where the higher
order moment convey more contrast information in block stationary cases.
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