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Abstract. In the context of web-scale taxonomies such as Mozilla and
Yahoo! 1 directories, previous works have shown the existence of power
law distribution in the size of the categories for every level in the tax-
onomy. In this work, we analyse how such high-level semantics can be
leveraged to evaluate accuracy of hierarchical classifiers which automat-
ically assign the unseen documents to leaf-level categories in the taxon-
omy. Commonly used evaluation method, which relies on k-fold cross-
validation suffers from computational challenges for such large scale
taxonomies. The proposed technique provides a necessary condition for
acceptable performance of a hierarchical classifier based on power law
behavior. Using this technique for classifier evaluation on the publicly
available data supports our claim empirically.

1 Introduction
The existence of power law for explaining the underlying phenomena has been
observed in a wide variety of domains including sizes of corporations, cities [3],
evolution of internet topologies [1] etc. In large scale textual hierarchies such as
Yahoo! directory and Directory Mozilla, the distribution of documents in nodes
at individual levels in the taxonomy, is also shown to exhibit similar behavior [2].
Directory Mozilla is in the form of a rooted tree and lists over 5 million websites
distributed among 1 million categories and is maintained by close to 100,000
human editors. Due to the large scale of such web taxonomies, there is a need
for automatic classification of unseen documents to the desired categories. In this
work, we propose an approach which captures the high level semantics of such
taxonomies to efficiently evaluate the performance of a hierarchical classifier.

2 Proposed Approach

For the purpose of our work, we assume taxonomies in the form of rooted-tree
in which the training documents are at leaf nodes of the tree. The training
documents for a classifier at a particular node in the taxonomy consist of all
the documents of the leaves of the subtree rooted at that node. The number of
training documents in the j-th ranked category (according to number of docu-
ments) for level i, denoted by Nij , can be represented by [2]: Nij ≈ Ni1j

−αi ,
where αi > 0 is a level specific parameter. This distribution is shown in Figure
1, for level-5 of the DMOZ dataset extracted from the LSHTC-2011 challenge
(http://lshtc.iit.demokritos.gr/)

1 www.dmoz.org, dir.yahoo.com



The proposed strategy relies on the common assumption in machine learn-
ing that training and test data come from the same distribution. As shown in
Figure 1, the curves for training and test data represented by plus and square
signs receptively are parallel to each other. In practice, of course, the curve of
test data is unknown. Using the above intuition, in order to compare the rela-
tive accuracies of two hierarchical classifiers the curve for the better classifier is
likely to be more parallel to that of the training data. Suppose C∗, represents
the current best hierarchical classifier, for a new classifier C ′ to be better than
C∗, leads to following necessary condition :
Condition : The power law exponent of C ′ should be more closer to that of
training data than the power law exponent of C∗.
The commonly used method of k-fold cross-validation, on other hand, is com-
putationally expensive especially for web-scale data having tens of thousands of
categories. Using a separate held-out set for the purpose of classifier evaluation
leads to wasting training data which is scarce for rare categories as shown in [2].

3 Experiments
We performed experiments on data with 50,538 documents for training dis-
tributed among 4,787 leaf level classes in a taxonomy of depth 6. Support Vector
Machine (SVM) classifier and Multinomial Naive Bayes (MNB) classifiers were
trained to evaluate the performance on a test set of size 13,057. Figure 1(a) shows
the distribution of test documents as assigned to categories by MNB and Figure
1(b) shows for SVM. Two conclusions are apparent by observing the respective
distributions:

– The plot for SVM in Figure 1(b) is much more parallel to training data (and
test data) than MNB, also reflected in the respective slope values.

– The number of documents in the highest ranked category are 136 and 299
for SVM and MNB respectively, and the true value is 94.
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(a) Power law plot for MNB
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(b) Power law plot for SVM
Fig. 1. Power Plots for MNB and SVM
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